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Abstract
Although statistical power is often considered in the design of primary research studies, it is rarely considered in meta-analysis. Background and guidelines for conducting power analysis in meta-analysis are provided, followed by the presentation of a SAS® macro that calculates power using the methods described by Hedges and Pigott (2001, 2004). Several detailed examples are given, including input statements and output. Practical issues in the application of power analysis to meta-analysis are discussed. 
A SAS® Macro for Statistical Power Calculations in Meta-Analysis

Meta-analysis is the synthesis of results from multiple studies through numerical indexes called effect sizes. Despite the widely recognized importance of statistical power in the design of primary research studies (e.g., Cohen, 1988), the power of significance tests in meta-analysis is rarely considered. The past lack of attention to this issue is due at least in part to a lack of guidance on how to calculate power for significance tests in meta-analysis. However, Hedges and Pigott (2001, 2004) recently illustrated how to calculate power for all significance tests in meta-analysis. Nevertheless, routine implementation of these calculations among applied researchers can be impeded by the required technical expertise and time commitment. For this reason, a SAS® macro that calculates power using the methods described by Hedges and Pigott (2001, 2004) was developed. We first provide some background for conducting power analysis in meta-analysis, then provide selected examples of input statements and corresponding output for the macro.

Background

Rationale for Statistical Power Analysis
Execution of a meta-analysis requires a substantial investment of time and money. Given the investment in resources, undertaking a meta-analysis with little chance of detecting a significant effect due to low statistical power is clearly an undesirable outcome. As in primary research studies, this issue can be addressed through a priori power analysis. Despite the importance of power in planning a meta-analysis, this topic is rarely considered in practice. 
The lack of attention to statistical power in the past is likely attributable in part to the absence of methods to calculate such probabilities. Recently, this limitation has been addressed (Hedges & Pigott, 2001, 2004). Nevertheless, there appear to be at least two myths that also lead researchers to neglect the issue of power. One myth is that power of significance tests in meta-analysis will always be high because results are aggregated across studies. Hedges and Pigott (2001, 2004) have shown through several case studies of published meta-analyses that if the authors considered power prior to the execution of their meta-analysis, low power would have been a concern in many cases. Moreover, in a recent survey of meta-analyses published in Psychological Bulletin, the results suggested low power  for several significance tests in a variety of contexts, in particular for tests of moderators (Cafri, Kromrey, & Brannick, 2008). 
The second myth is that power is not relevant because there are a fixed number of studies. Specifically, unlike primary research studies where more observations can be collected to achieve a level of power considered adequate, in meta-analysis a finite number of studies have been completed, and some fraction of these studies will be available for inclusion. Although the number of studies in a meta-analysis is finite at the time the project commences, power analysis remains relevant to the design of meta-analyses. Consider a hypothetical example in which there are a fixed number of studies and results of a power analysis suggest a low probability that any of the coefficients in a weighted multiple regression model will achieve statistical significance. If the answer to the primary research question is based on such a regression model, one option might be to not conduct the meta-analysis at all and instead wait until more studies are conducted. Along these lines, the meta-analyst may instead call for more studies to be conducted before a quantitative synthesis is attempted. Alternatively, if one proceeds with the meta-analysis, it would be important for the researcher to acknowledge that power may be low for the analysis of interest. The researcher might also consider structuring the statistical analyses differently in order to improve power, such as increasing the proposed nominal alpha rate for the tests of regression coefficients and/or instead of significance tests of individual regression coefficients, testing several coefficients simultaneously.
Significance Tests in Meta-Analysis

Power considerations in meta-analysis can be based on a number of different significance tests. All tests are based on studies weighted by some function of sample size. Hedges and colleagues (e.g., Hedges & Olkin, 1985) use weights that are inversely proportional to the sampling variance of the effect size:
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Among the most popular tests in meta-analysis is a test of the mean effect size. The test is often used with effect sizes from all studies being surveyed, but also with subgroups of effect sizes (e.g., means within a levels of a moderator). A weighted estimator of the average effect size is:
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where 
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 is the effect size from the ith study (Hedges & Pigott, 2001). The sampling variance of 
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 is simply the inverse of the sum of the weights:
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Significance tests of the mean effect size are based on:
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which follows a standard normal distribution under the null hypothesis (Hedges & Pigott, 2001). We defer here and throughout the article to Hedges and Pigott (2001, 2004) for calculations of probabilities of significance tests under the null hypothesis and statistical power. 
Another commonly used significance test evaluates the heterogeneity of effect sizes. Similar to the application of the mean effect size, the test can be used either with all effect sizes in a meta-analysis or with a subgroup. In either case the goal is to evaluate whether the effect sizes are estimating a common (constant) effect size. This significance test is given by Hedges and Pigott (2001) as:
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Under the null hypothesis that none of the effect sizes differ from one another, the statistic has a chi-square distribution with k-1 degrees of freedom. 
In meta-analysis it is often informative to know if groups of effect sizes (separated according to study characteristics) differ from one another. As in primary research studies, comparisons can take the form of contrasts, where the contrast is a linear combination of group mean effect sizes: 
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 (Hedges & Pigott, 2001). The only restriction is that the weights (c values in previous equation) assigned to the groups sum to 0. The variance of the contrast is 
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 (Hedges & Pigott, 2001). Significance tests of the contrast are based on: 
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where 
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is the value under the null hypothesis, and 
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 follows a standard normal distribution under the null hypothesis (Hedges & Pigott, 2001).

A significance test that is analogous to ANOVA because it evaluates between group heterogeneity, is given by Hedges and Pigott (2004) as: 
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Under the null hypothesis that none of the groups differ from one another, the statistic has a chi-square distribution with p-1 degrees of freedom, where p is the number of groups. It should be noted that when there are only two groups the results of the significance test in the case of contrasts and 
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are identical. The reason for this equality is that there will be unit weights for the groups in the case of contrasts, which is implicit in a test of
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It is often of interest to know whether there is significant residual variability in the effect sizes after removing group effects of categorical moderators (i.e., overall within group heterogeneity). A significance test of this hypothesis is based on the following test given by Hedges and Pigott (2004):
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Under the null hypothesis that none of the individual effect sizes differ from their respective group means, the statistic has a chi-square distribution with k-p degrees of freedom. It should be noted that Hedges and Pigott (2004) use the notation 
[image: image17.wmf]E

Q

for both the test of overall within group heterogeneity and the test of heterogeneity in regression. In contrast, other texts (Lipsey & Wilson, 2001) use
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 for the test of overall within group heterogeneity and 
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 for the test of heterogeneity in regression to distinguish between these two situations (the macro uses this latter notation).

Weighted regression methods are also often used to evaluate the extent to which moderators can account for variability in effect sizes and whether there is significant residual variability in the effect sizes after removing these moderator effects. Point estimates of regression coefficient are based on:
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where 
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 is the design matrix with the number of studies (k) by the number of predictors (p) +1,
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is a diagonal matrix with study weights along the diagonal, and
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 is a vector of effect sizes (Hedges & Pigott 2004). A weighted variance-covariance matrix is given by:

[image: image24.wmf]1

1

 X)

 V

X

(

Σ

-

-

¢

=









(10)
Significance tests of regression coefficients are based on the following:
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where 
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is the variance estimate of its corresponding regression coefficient from the variance-covariance matrix given in equation 10, and its square root is the standard error of the estimate. The statistic follows a standard normal distribution under the null hypothesis.

An omnibus test of a regression model can be used to test the null hypothesis that a set of regression coefficients are simultaneously 0. Such a test uses the statistic
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where 
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are given in equations 9 and 10, respectively (Hedges & Pigott 2004). Under the null hypothesis that all predictors are equal to 0, the statistic has a chi-square distribution with p degrees of freedom, where p is the number of predictors. Typically such a model is used to test the effect of all predictors in a regression model, excluding the intercept.  In this case 
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would include the predictors but exclude the intercept term. 

Finally, it is often of interest to know whether there is significant residual variability in the effect sizes after removing the effect of the moderator(s) in a regression model. This is analogous to the case of a single categorical moderator (equation 8). In this case however, a significance test is given by Hedges and Pigott (2004) as a weighted sum of squares about the regression line:
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Under the null hypothesis that none of the individual effect sizes deviate from the linear model, the statistic has a chi-square distribution with k-p-1 degrees of freedom.
Model Selection
In the above discussion of weighted significance tests, we mentioned that the weights are based on the inverse of the sampling variance of the effect size. However, such weights are only appropriate under a fixed-effects model; in the case of a random-effects model the weights will incorporate an estimate of the between study variance. To understand the different weighting schemes it is necessary to distinguish between fixed- and random-effects models. Fixed-effects models assume fixed population parameters, while random-effects models consider the underlying population values as random variables (each parameter has both a mean and a variance).1 Mixed-effects models incorporate fixed study-level covariates in the model while using the same weights as applied in conventional random-effects models, therefore they are regarded here as a type of random-effects model. In determining whether a fixed- or random- effects model is more appropriate it is important to consider the nature of inferences that are desired. Fixed-effects models are designed for making inferences to a population exactly like the studies sampled (except for sampling error), whereas random-effects models are designed for making inferences to a population that may not be exactly identical (a population from which the effect sizes in the meta-analysis were sampled) (Hedges & Vevea, 1998). Random-effects models are less restrictive in their assumptions and thus appear more appropriate model from an inference standpoint (Erez, Bloom, & Wells, 1996; Hedges & Vevea, 1998; Hunter & Schmidt, 2004).

The difference in estimation of fixed- and random-effects models is that in random-effects models, calculation of the weights includes both the sampling variance of the effect size and the between study variance (Hedges & Olkin, 1985):
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One estimate of the between studies variance is given by (DerSimonian & Laird, 1986):
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(15) 
where Q is given in equation 5 and  c is given by
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Calculation of the between study variance in this manner is appropriate in a random-effects model with no moderators. When the model is mixed however, Q and c will be defined differently (e.g, Hedges & Pigott, 2004, p. 434), corresponding to the fact that the between studies variance is a residual variance that is left over after accounting for the predictors. Keeping this exception in mind, the between study variance can generally be thought of as an estimate of the variability of the distribution of study-specific population effect sizes or infinite-sample effect sizes, although it is easier to interpret the square root of this quantity. Moreover, a functionally equivalent alternative used for power analysis is the ratio of between- to within- study variability (heterogeneity ratio; Hedges & Pigott, 2001, 2004).
The between study variance or heterogeneity ratio are important auxiliary quantities in calculating power for all random-effects models and are the quantities that form the basis of significance tests of effect size heterogeneity (
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for both random- and fixed- effect models). An important question arises about selecting plausible values for the between study variance or heterogeneity ratio when conducting a power analysis. If the significance test uses the between study variance or heterogeneity ratio solely as an auxiliary quantity (random-effects models for the mean effect size, contrasts, 
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, and regression coefficients), it is reasonable to use sample-based values as input parameters. Indeed, when one uses the raw data option in the macro (described below), the program will automatically use the sample estimates of the between study variance as input parameters to calculate power. 
When the raw data option of the macro is not selected, it is necessary to manually enter the between study variance or heterogeneity ratio as an input parameter. One option is that the researcher calculates the between study variance or heterogeneity ratio from a subsample of studies and uses it as an input parameter. When no estimate based on a subsample of data is available, it is necessary to posit a reasonable guess of this quantity. In some cases, a meta-analysis will have been conducted in a related, but not identical literature.  In such cases, the between study variance or heterogeneity ratio from that meta-analysis can provide a reasonable value to input. Alternatively, empirically based conventions could be used. For instance, based on observations made by Schmidt (1992), Hedges and Pigott (2001, 2004) suggest .33, .66, and 1.00 correspond to small, medium, and large heterogeneity, respectively (these are used in examples 1 & 2 below). In contrast, in a survey of meta-analyses published in Psychological Bulletin, we found that the level of effect size heterogeneity observed in meta-analysis is substantially higher, 2.14, 3.05, and 5.04 corresponded to the lower quartile, median, and upper quartile, respectively (Cafri et al., 2008). When the significance test is about effect size heterogeneity, as it is with 
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, the meta-analyst needs to consider the smallest detectable quantity that is of substantive interest. Hedges and Pigott (2001, 2004) use the conventions suggested in their article for power calculations of tests of heterogeneity, but whether or not these correspond to particular levels that they consider to be of substantive interest is unclear.  
Finally, a general comment about random-effects models and statistical power is appropriate. The power of significance tests under a random-effects model will be less than or equal to power for fixed-effects because the sampling variance of the former includes both the within and between study variance. Occasionally, it is argued that fixed- rather than random-effects models should be used because the latter provide greater power. We believe that power considerations are secondary to the nature of inferences that are desired, which favor the use of random-effects models (Erez et al., 1996; Hedges & Vevea, 1998; Hunter & Schmidt, 2004). It is not necessarily the case that random-effects models will have low power; it depends on the context (type of significance test, number of studies, etc.), which requires conducting an a priori power analysis.   

Approaches to Calculating Statistical Power 

Power analysis typically takes two forms, prospective and retrospective. In prospective power analysis, power is calculated before conducting significance tests evaluating the hypothesis of interest, whereas in retrospective power analysis power is calculated after conducting these significance tests. For the purposes of designing a research study, prospective power analysis is of greatest utility. Given that the macro executes prospective power analysis only, the ensuing discussion focuses only on this approach to calculating power. 

Generally speaking, the execution of a prospective power analysis can be viewed on a continuum. At one end of the continuum the researcher enters values for parameters based on guesses that appear reasonable but have little empirical basis. At the other end, a researcher has already collected all the data, uses the data to enter values for unknown parameters, but the value entered for the unknown parameter on which the hypothesis of interest is based is the minimum value considered to be of substantive interest. In the context of meta-analysis, these two points might correspond to “not knowing anything” about the studies being synthesized vs. “knowing everything” about these studies (the number of studies, within study variance, etc.). 
Certainly, it is easy to envision intermediate points between these two extremes, that is, scenarios in which power is estimated based on selection of values of parameters based on a review of the studies to be synthesized (but short of knowing everything about these studies). For instance, one point along the continuum might be represented by Researcher A, who is interested in whether the overall mean effect size in his area of research is different from 0 under a fixed-effects model. Researcher A might conduct a review of abstracts provided by an online database and use the number of studies that meet the inclusion criteria together with the average within study variance (based on study sample sizes), as input parameters for the power analysis. Further along the continuum might be represented by Researcher B, who has the same objective as Researcher A, but selects a random sample of studies from the known total being surveyed, and calculates exactly information from these studies (e.g., the variance for each study). Clearly, Researchers B would have a more accurate estimate of power. It should further be noted that as the design of the meta-analysis increases in complexity (e.g., random-effects model, mixed- model), the approach employed by Researcher B becomes even more precise than Researcher A because these more complex models require estimates of additional parameters (e.g., random-effects variance).  Moreover, as the number of studies randomly sampled by Researcher B increases, the precision will increase. Of course, the trade-off with increased precision resulting from random sampling and coding of study characteristics is a greater investment in time and resources. 
Guidelines for Macro Use 
The macro is designed to calculate power in two different ways, using raw data to calculate values for input parameters or having the user provide values for input parameters. It should be emphasized that using the raw data option is not the same as retrospective power analysis because the value entered for the unknown parameter on which the hypothesis of interest is based is not derived from the data, rather the user must enter the minimum value considered to be of substantive interest. If one has access to the entire set of studies to be meta-analyzed and all relevant information from each study to estimate power, using the raw data option to calculate power appears to be most appropriate. In contrast, if a researcher only has access to a subsample of studies, power should be calculated by having the user provide values for input parameters (other than the quantity to be tested for significance). To execute this approach, the user needs to code relevant information from each study, calculate estimates for parameters needed to estimate power, evaluate the number of studies needed to obtain the desired power level, then determine whether it is possible to obtain this number of studies. If the researcher does not have access to the raw data from any study, it is necessary to hypothesize values for estimates of input parameters.     
Macro Input Parameters 
Use of the macro requires specification of a portion of the total available arguments for the macro call. For parameters that are not applicable for calculation of power, the value 99 is used for numerical arguments, whereas NA is used with non-numerical arguments. A brief description of each argument is given below. 
Test= . Specifies the type of test for which power calculations are desired: 'M' (mean), 'QT' (overall heterogeneity), 'contrast' (group contrasts), 'QB' (categorical moderator), 'QW' (heterogeneity across levels of a categorical variable),'Reg' (omnibus test and regression coefficients), or 'QE' (heterogeneity in regression).

Model= . Specifies the type of model, 'fixed' or 'random'. Choose random for a mixed model.
Raw_Data= . Specifies whether power analysis is based on raw data, ‘yes’, or not, ‘no’.   
Alpha = . Specifies the nominal alpha level. 
Tau2 = . Specifies the amount of between study variance.  A value of 99 will allow you to specify a heterogeneity ratio instead of this value. 
Heterogeneity = . This is the ratio of between to within variability discussed by Hedges & Pigott (2001,2004).
n1= / n2 = . Specifies average sample size for the collection of studies. Both arguments are relevant for ‘d’, but only n1= is evaluated for the effect sizes ‘z’ and ‘r’. For the odds ratio, specify the variance of the log odds in the average study (i.e., 
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, where a through d correspond to the cell frequencies in a 2x2 table).

K= . Specify the total number of studies being synthesized.
Eff_type= . Specify the type of effect size being used: standardized mean difference (‘d’), correlation coefficient (‘r’), Fisher’s z transformation of the correlation coefficient (‘z’), or the log of the odds ratio (‘or’).  


T= . Specify the average magnitude of the effect size in the effect size units specified in the Eff_type= argument.   

Dataset= . Specify a SAS dataset.

B= .Specify a column from an external dataset that corresponds to unstandardized regression coefficients. 

V= . Specify one or more columns from an external dataset that contain the variances of the study effect sizes.

X= . Specify one or more columns from an external dataset that contain the values of predictor variables in regression. This corresponds to the design matrix. 


ES= . Specify one or more columns from an external dataset that contain the effect sizes from each individual study.


P= . Corresponds to the number of categories in a test of residual variability in a categorical model or the number of predictors in a test of residual variability in regression.

Weight= . Specify a column from an external dataset that corresponds to weights assigned to groups in a test of contrasts. 
Examples
The appendix contains a number of examples based on research scenarios described by Hedges and Pigott (2001, 2004). In this section we have chosen three examples to illustrate use of the macro. 
Example 1
Hedges and Pigott (2001, p. 213) consider power analysis of a mean effect size under a random-effects model in which the raw data are unavailable. In this case the effect size is a standardized mean difference, hypothesized mean effect size of .20, an average within study sample size of 48 (n1=12 and n2= 36), a total of 18 studies, between study variance (
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) of .037, and alpha =.05 (two-tailed). The macro call that evaluates power for this example is:

%metapower(test= 'M', model= 'random', raw_data= 'no', alpha= .05, tau2= .037, heterogeneity= 99, n1= 12, n2=36, k= 18, eff_type= 'd' , T= .20, Dataset= NA, B= NA, v= NA, x= NA, es= NA, p= NA, weight=NA );run;
A few points should be made about the output accompanying the power estimate in Figure 1. ‘Common Within Study Variance’ refers to the average study variance calculated based on the study sample size and mean effect size. ‘Total Common Within Study Variance’ is the common within study variance divided by the total number of studies. When the model is fixed-effects, the ‘Sampling Variance’ will equal the ‘Total Common Within Study Variance’. However, in this case it is a random-effects model, therefore the ‘Sampling Variance’ will be larger than the ‘Total Common Within Study Variance’ (i.e., sampling variance = [common within study variance + random effects variance] / total number of studies). 

Example 2
Hedges and Pigott (2004, p. 436) offer an example of estimating the power of the omnibus test of between group differences under a random-effects model in which the raw data are unavailable. In this example, the effect size is a standardized mean difference, there are three groups (10 studies in each group with 50 participants per study [n1 = 25, n2 = 25]), the hypothesized mean effect sizes associated with each group are:
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= .25, 
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= .125, 
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=.00, and alpha =.05. Because power calculations are based on a random-effects model it is necessary to posit an estimate of heterogeneity, which is .33 in this example. The macro call that evaluates power for this example is:

%metapower(test= 'QB', model= 'random', raw_data= 'no', alpha= .05, tau2=99, heterogeneity=.33, n1= nn1, n2=nn2, k=kk, eff_type= 'd', T= T, Dataset=hedges9, B= NA, v= NA, x= NA, es= NA, p= NA, weight=NA );run;

The dataset referred to in the macro call is:
data hedges9;
input T nn1 nn2 kk;

cards;

.25   25 25 10

.125  25 25 10

.00   25 25 10

;

 Figure 2 displays the output for this example.‘Common Within Study Variance’ and ‘Sampling Variance’ have the same interpretation as described in Example 1. These values are given by group and the sampling variance across groups is given in ‘Sampling Variance Total’. It should be noted that the estimate of power using the macro of .314 is slightly different from the value obtained by Hedges and Pigott (2004) of .322. This discrepancy is because Hedges and Pigott (2004) used approximate values whereas the macro uses exact values. 
Example 3
Hedges and Pigott (2004, p.440-441) consider an example of power for fixed parameters in regression under a random-effects model when the raw data are available. In this case there are 19 studies, three predictors (hypothesized effect:
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= 0), and alpha= .05. Note that the between study variance does not need to be specified in advance, this parameter is estimated from the data, as it is whenever the raw data option is selected. The macro call that evaluates power for this example is:

%metapower(test= 'Reg', model= 'random', raw_data= 'yes', alpha= .05, tau2=99, heterogeneity=99, n1= 99, n2=99, k=99,eff_type= 'd', T= 99, Dataset=Hedges13, B= B, v= v, x= x1 x2 x3, es= es, p= NA, weight=NA );run;
The dataset referred to in the macro call is:

data hedges13;
input B es v x1 x2 x3;
cards;

.250   -.17  .03 0 1 0 

.250   .38   .03 0 0 0 

0.00   .23   .01 1 0 0 

.      .02   .09 1 1 0 

.      1.92  .07 1 0 0 

.
 1.63  .08 1 1 0 

.
 .56   .06 1 1 1 

.
 -1.11 .19 1 0 1

.
 .20   .17 1 0 1 

.
 -.08  .17 1 0 1 

.
 .53   .16 0 1 0 

.
 .93   .09 1 1 1 

.
 .56   .04 0 1 0 

.
 .08   .06 0 1 0 

.
 .52   .06 0 1 1 

.
 .07   .11 1 1 0

.      2.94  .13 1 1 1 

.
 1.30  .16 1 1 0 

.
 .04   .14 0 1 1

;
Figure 3 displays the output for this example. Unlike power calculations for other significance tests, for fixed parameters in regression the macro only calculates power if the raw data option is selected. Moreover, it should be noted that the results of the macro for this example are different from those presented by Hedges and Pigott (2004). The macro estimates the conditional between studies variance from the data and uses it as an input parameter for power calculations. The conditional between studies variance is the residual variance that is left over after accounting for the predictors, which in this example was estimated to be 
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ˆ
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= .517. Hedges and Pigott (2004) present results using a hypothesized value of 
[image: image53.wmf]2

t

= .067, but point out that the hypothesized value, and in turn the results, are misleading in this case given the relatively large degree of conditional between studies variance. Given a general concern that the presumed level of conditional between study variance will differ from the parameter value, the macro uses the estimated conditional between study variance as the parameter value when the raw data option is selected.  
Discussion

Evaluating the power of significance tests prior to the execution of a meta-analysis is part of sound statistical planning. Toward this end, a SAS® macro was developed that can calculate power of all significance tests typically used in meta-analysis. This software increases the convenience of performing power analysis, however, the researcher still has the task of collecting enough information about the studies being surveyed to ensure accurate parameter estimates, and in turn, an accurate estimate of statistical power. Based on a recent survey of meta-analyses published in Psychological Bulletin, low power was most pronounced for tests of moderators, due in part to a small amount of variance accounted for by individual study-level factors and a relatively large degree of random between-study variance (Cafri, Kromrey, & Brannick, 2008). Although this result suggests that greater attention should be paid to the power of moderator tests prior to the execution of a meta-analysis, the power of all significance tests should be evaluated in order to ensure a reasonable chance of rejecting the null hypothesis under the particular conditions of one’s meta-analysis. Of course, in some cases power analysis will suggest a small chance of detecting an effect of interest. As discussed in the introduction, in such cases it might be advisable to adjust the planned analyses or not pursue the meta-analysis until further studies are conducted. Greater attention to the issue of statistical power will lead to improved quality of meta-analyses.  
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Footnotes
1In a fixed-effects model, an observed effect size such as the standardized mean difference (
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) is assumed to be composed of two additive parts, an underlying parameter (
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) and sampling error (
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) (i.e., 
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). In the random-effects model, the underlying parameter is assumed to not have a single value, but rather to have a distribution. The variance of distribution of 
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 is also known as the between study variance or random-effects variance component, and is typically denoted as 
[image: image59.wmf]2

t

.

Figure 1. Output for Example 1

             ---------------------Meta-Analysis Power Macro---------------------

                                      Test of Mean Effect Size

                                    Model =              random

                                    Effect Size Metric = d

                                       Raw data provided= No

                         Mean Effect Size =                             0.2

                         Individual Study Sample Size (group 1) =        12

                         Individual Study Sample Size (group 2) =        36

                         Number of Studies =                             18

                         Common Within Study Variance =           0.1115278

                         Total Common Within Study Variance =      0.006196

                         Random Effects Variance =                    0.037

                         Heterogeneity Ratio =                           99

                         Sampling Variance=                       0.0082515

                         Alpha =                                       0.05

                          Estimated Power of Test (One-Tailed) = 0.7111912

                          Estimated Power of Test (Two-Tailed) = 0.5955318

                -------------------------------------------------------------------

Figure 2. Output for Example 2

          -------------------------------Meta-Analysis Power Macro-----------------------

                                   Test of Categorical Moderators

                                    Model =              random

                                    Effect Size Metric = d

                                         Alpha =      0.05

                                  Number of Categories =         3

                                       Raw data provided= No

                                Random Effects Variance =        99

                                  Heterogeneity Ratio =      0.33

ES     n(g1)     n(g2)       K Common Variance Sampling Variance By Group

0.25     25        25        10        0.080625                  0.0107231

0.125    25        25        10       0.0801563                  0.0106608 

0        25        25        10            0.08                    0.01064

                                 Sampling Variance Total= 0.0320239

                                Estimated Power of Test = 0.3144021

      -----------------------------------------------------------------------------------

Figure 3. Output for Example 3

                         --------- Meta-Analysis Power Macro ------

                               Test of Fixed Parameters in Regression

                                           Model= random

                                   Number of Studies =        19

                    Conditional Random Effect Size Variance Estimate= 0.5167481

                                         Alpha =      0.05

                            Power for Overall Model (QR) =   0.09057231

                           Power for Regression Coefficients (One-Tailed)

                                          X1   0.15751492

                                          X2   0.15345402

                                          X3   0.05000000

                           Power for Regression Coefficients (Two-Tailed)

                                          X1   0.09810511

                                          X2   0.09553319

                                          X3   0.05000000

                            --------------------------------------------
Appendix
Macro Calls

Mean Effect Size (M)
%metapower (test= 'M', model= 'fixed', raw_data= 'no' , alpha= .05, tau2= 99, heterogeneity = 99, n1= 12, n2= 36, k= 18, eff_type= 'd' , T= .20, Dataset= NA, B= NA, v= NA, x= NA, es= NA, p= NA, weight=NA );run;*H&P (2001), p.207;

%metapower(test= 'M', model= 'fixed', raw_data= 'yes', alpha= .05, tau2= 99, heterogeneity= 99, n1= 99, n2= 99, k= 99, eff_type= 'd' , T= .20, Dataset= hedges1, B= NA, v= v, x= NA, es= es, p= NA, weight=NA );run;*same as previous statement except here data are available;

%metapower(test= 'M', model= 'fixed', raw_data= 'no', alpha= .05, tau2= 99, heterogeneity= 99, n1= 25, n2= 0, k= 10, eff_type= 'z' , T= .10, Dataset= NA, B= NA, v= NA, x= NA, es= NA, p= NA, weight=NA );run;*H&P (2001), p.208;

%metapower(test= 'M', model= 'fixed', raw_data= 'yes', alpha= .05, tau2= 99, heterogeneity= 99, n1= 99, n2=99, k= 99, eff_type= 'z' , T= .10, Dataset= hedges2, B= NA, v= v, x= NA, es= es, p= NA, weight=NA );run;*same as previous statement except here data are available;

%metapower(test= 'M', model= 'random', raw_data= 'no', alpha= .05, tau2= 99, heterogeneity= .33, n1= 12, n2=36, k= 18, eff_type= 'd' , T= .20, Dataset= NA, B= NA, v= NA, x= NA, es= NA, p= NA, weight=NA );run;*Same as previous statement except heterogeneity ratio is used instead of tau-squared;

Effect Size Heterogeneity (QT)
%metapower(test= 'QT', model= 'fixed', raw_data= 'no', alpha= .05, tau2= 99, heterogeneity= .67, n1= 25, n2=0, k= 10, eff_type= 'z' , T= .10, Dataset= NA, B= NA, v= NA, x= NA, es= NA, p= NA, weight=NA );run;*H&P (2001), p.209-210;

%metapower(test= 'QT', model= 'fixed', raw_data= 'no', alpha= .05, tau2= .03045, heterogeneity= 99, n1= 25, n2=0, k= 10, eff_type= 'z' , T= .10, Dataset= NA, B= NA, v= NA, x= NA, es= NA, p= NA, weight=NA );run;*Same as previous statement except tau-squared is used instead of heterogeneity ratio;

%metapower(test= 'QT', model= 'random', raw_data= 'no', alpha= .05, tau2= .015, heterogeneity= 99, n1= 25, n2=0, k= 10, eff_type= 'z' , T= .10, Dataset= NA, B= NA, v= NA, x= NA, es= NA, p= NA, weight=NA );run;*H&P (2001), p.214;

%metapower(test= 'QT', model= 'random', raw_data= 'no', alpha= .05, tau2=99, heterogeneity=.33, n1= 25, n2=0, k= 10, eff_type= 'z' , T= .10, Dataset= NA, B= NA, v= NA, x= NA, es= NA, p= NA, weight=NA );run;*Same as previous statement except heterogeneity ratio is used instead of tau-squared;

Contrasts
%metapower(test= 'contrast', model= 'fixed', raw_data= 'no', alpha= .10, tau2=99, heterogeneity=99, n1= nn1, n2=nn2, k= kk,

eff_type= 'd' , T= T, Dataset=hedges3, B= NA, v= NA, x= NA, es= NA, p= NA, weight=weight );run;* Based on H&P (2001, p. 215-216); 
%metapower(test= 'contrast', model= 'random', raw_data= 'no', alpha= .10, tau2=.10, heterogeneity=99, n1= nn1, n2=nn2, k= kk, eff_type= 'd' , T= T, Dataset=hedges3, B= NA, v= NA, x= NA, es= NA, p= NA, weight=weight );run; *same as previous example except here it is a random effects model;
%metapower(test= 'contrast', model= 'fixed', raw_data= 'yes', alpha= .05, tau2=99, heterogeneity=99, n1= 99, n2=99, k=99,

eff_type= 'd', T= T, Dataset=hedges5, B= NA, v= v1 v2 v3, x= NA, es= es1 es2 es3, p= NA, weight=weight );run;* H&P (2004), p. 432;

%metapower(test= 'contrast', model= 'random', raw_data= 'yes', alpha= .05, tau2=99, heterogeneity=99, n1= 99, n2=99, k=99,

eff_type= 'd', T= T, Dataset=hedges5, B= NA, v= v1 v2 v3, x= NA, es= es1 es2 es3, p= NA, weight=weight );run;* H&P (2004), p. 437 ;
Omnibus Test of Between Group Differences (QB)
%metapower(test= 'QB', model= 'fixed', raw_data= 'no', alpha= .05, tau2=99, heterogeneity=99, n1= nn1, n2=nn2, k=kk, eff_type= 'd', T= T, Dataset=hedges6, B= NA, v= NA, x= NA, es= NA, p= NA, weight=NA );run;* Based on H&P (2004, p.430);

%metapower(test= 'QB', model= 'fixed', raw_data= 'yes', alpha= .05, tau2=99, heterogeneity=99, n1= 99, n2=99, k=99, eff_type= 'd', T= T, Dataset=hedges7, B= NA, v= v1 v2, x= NA, es= es1 es2, p= NA, weight=NA );run;* H&P (2004), p. 430 ;

%metapower(test= 'contrast', model= 'random', raw_data= 'yes', alpha= .05, tau2=99, heterogeneity=99, n1= 99, n2=99, k=99,

eff_type= 'd', T= T, Dataset=hedges11, B= NA, v= v1 v2 v3, x= NA, es= es1 es2 es3, p= NA, weight=weight );run;* H&P (2004), p. 435-436 ;

Residual Variability in Categorical Models (QW)
%metapower(test= 'QW', model= 'fixed', raw_data= 'no', alpha= .05, tau2=99, heterogeneity=.33, n1= 99, n2=99, k=30, eff_type= 'd', T= 99, Dataset=NA, B= NA, v= NA, x= NA, es=NA, p= 3, weight=NA );run;* H&P (2004), p. 433 ;

%metapower(test= 'QW', model= 'random', raw_data= 'no', alpha= .05, tau2=.027, heterogeneity=99, n1= 25, n2=25, k=30, eff_type= 'd', T= .50, Dataset=NA, B= NA, v= NA, x= NA, es=NA, p= 3, weight=NA );run;*H&P (2004), p. 439;

%metapower(test= 'QW', model= 'random', raw_data= 'no', alpha= .05, tau2=99, heterogeneity=.33, n1= 25, n2=25, k=30, eff_type= 'd', T= .50, Dataset=NA, B= NA, v= NA, x= NA, es=NA, p= 3, weight=NA );run;*H&P (2004), p. 439;

%metapower(test= 'QW', model= 'random', raw_data= 'yes', alpha= .05, tau2=.027, heterogeneity=99, n1= 99, n2=99, k=99, eff_type= 'd', T= 99, Dataset=Hedges12, B= NA, v= v1 v2 v3, x= NA, es= es1 es2 es3, p= 3, weight=NA );run;*H&P (2004), p. 438-439;
Residual Variability in Regression (QE)

%metapower(test= 'QE', model= 'fixed', raw_data= 'no', alpha= .05, tau2=99, heterogeneity=.33, n1= 25, n2=25, k=19,

eff_type= 'r', T= .10, Dataset=NA, B= NA, v= NA, x= NA, es= NA, p=3, weight=NA );run;*H&P (2004)pg.441-442;

%metapower(test= 'QE', model= 'fixed', raw_data= 'no', alpha= .05, tau2=.0136, heterogeneity=99, n1= 25, n2=25, k=19,

eff_type= 'r', T= .10, Dataset=NA, B= NA, v= NA, x= NA, es= NA, p=3, weight=NA );run;*same as above except tau-squared specified;

%metapower(test= 'QE', model= 'random', raw_data= 'no', alpha= .05, tau2=99, heterogeneity=.33, n1= 25, n2=25, k=19,

eff_type= 'r', T= .10, Dataset=NA, B= NA, v= NA, x= NA, es= NA, p=3, weight=NA );run;

Fixed Parameters in Regression (QR and Bs)

%metapower(test= 'Reg', model= 'fixed', raw_data= 'yes', alpha= .05, tau2=99, heterogeneity=99, n1= 99, n2=99, k=99,

eff_type= 'd', T= 99, Dataset=Hedges13, B= B, v= v, x= x1 x2 x3, es= es, p= NA, weight=NA );run;*H&P (2004) 440-441;

Datasets

data hedges1;

input v es;

cards;

.111 .20

.111 .20

.111 .20

.111 .20

.111 .20

.111 .20

.111 .20

.111 .20

.111 .20

.111 .20

.111 .20

.111 .20

.111 .20

.111 .20

.111 .20

.111 .20

.111 .20

.111 .20

;
data hedges3;

input weight T nn1 nn2 kk;

cards;

1  .49 30  30  8

-1 .29 107 107 29  

;

data hedges5;

input es1 v1 es2 v2 es3 v3 T weight ;

cards;

.72  .03  .27  .06 .51 .03 .25  1

.63  .04  -.11 .05 .25 .01 .00  -.5

.73  .04  .00  .17 .38 .01 .00  -.5

.07  .11  .53  .07 .60 .02 .    .

1.19 .15  .14  .17 .91 .06 .    .  

.47  .14  -.07 .17 .36 .06 .    .

.    .    .39  .03 .12 .11 .    .

.    .    .16  .11 .03 .07 .    .

.    .    .53  .04 .20 .04 .    .

.    .    2.27 .08 .60 .11 .    . 

.    .    .    .   .21 .13 .    . 

.    .    .    .   .24 .10 .    .

.    .    .    .   .50 .10 .    . 

.    .    .    .   .76 .09 .    .

;
data hedges6;

input T nn1 nn2 kk;

cards;

.70  38 38 6

.45  30 30 10

;

data hedges7;

input es1 v1 es2 v2 T ;

cards;

.72  .03  .27  .06 .00

.63  .04  -.11 .05 .25

.73  .04  .00  .17 .

.07  .11  .53  .07 .

1.19 .15  .14  .17 .  

.47  .14  -.07 .17 .

.    .    .39  .03 .

.    .    .16  .11 .

.    .    .53  .04 .

.    .    2.27 .08 .

;
Data hedges11;

input es1 v1 es2 v2 es3 v3 T weight ;

cards;

.72  .03  .27  .06 .51 .03 .25  1

.63  .04  -.11 .05 .25 .01 .00  -1

.73  .04  .00  .17 .38 .01 .00  0

.07  .11  .53  .07 .60 .02 .    .

1.19 .15  .14  .17 .91 .06 .    .  

.47  .14  -.07 .17 .36 .06 .    .

.    .    .39  .03 .12 .11 .    .

.    .    .16  .11 .03 .07 .    .

.    .    .53  .04 .20 .04 .    .

.    .    2.27 .08 .60 .11 .    . 

.    .    .    .   .21 .13 .    . 

.    .    .    .   .24 .10 .    .

.    .    .    .   .50 .10 .    . 

.    .    .    .   .76 .09 .    .

;

data hedges12;

input es1 v1 es2 v2 es3 v3;

cards;

.72  .03  .27  .06 .51 .03 

.63  .04  -.11 .05 .25 .01 

.73  .04  .00  .17 .38 .01 

.07  .11  .53  .07 .60 .02 

1.19 .15  .14  .17 .91 .06 

.47  .14  -.07 .17 .36 .06 

.    .    .39  .03 .12 .11 

.    .    .16  .11 .03 .07 

.    .    .53  .04 .20 .04 

.    .    2.27 .08 .60 .11 

.    .    .    .   .21 .13 

.    .    .    .   .24 .10 

.    .    .    .   .50 .10  

.    .    .    .   .76 .09 

;
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